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BeBeneHve B CUDA




NVIDIA CUDA...

aQ CUDA — Compute Unified Device Architecture.

Q IIporpamMmHo-anmapaTHas aT@opma Jjis mapaieIbHbIX
BeruuciacHu or NVIDIA.

Q PackpeiBaeT noteHumnain GPU qis BeIUMCIEHUH 00IIEro
Ha3HA4YCHUSI.

QA Iloaaep:xUBaeT MHOKECTBO HHTEP(PEMCOB IIPOrPaMMHUPOBAHUS

Q TpaauMOHHO HE MOAACPKUBATIACH APYTUMHU
MPOU3BOAUTEISIMHU. C BBIXOAOM IOCIICIHUX BEPCHM 3TO CTAJIO
BO3MOKHBIM.

— B gactaoctu, PGl CUDA-X86
http://www.pgroup.com/resources/cuda-x86.htm
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MHoOXeCcTBO MHTepdencoB NnporpaMmMmupoBaHuUs
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Komnnekt noctaBku CUDA

a CUDA driver.
0 CUDA Toolkit.
— KOMITHIISITOD;
— NPO(UINPOBIIUK;
— ONTHMHU3UPOBAHHBIC OUOINOTEKH;
— JIOKYMEHTaIus.
aQ GPU Computing SDK.

A Iloanepkka OCHOBHBIX OIIEPALIMOHHBIX CUCTEM.



Moaenb BbIMUCIIEHUN




| OCHOBHbIE NOHATUA

Q IIporpamma ¢ ucnosbs3oBanueM GPU coctout u3 2 yacrtei:

— Kox ma C/C++ (B T.4. ¢pyHKIIHS MAIN) UCITOIHSICTCS KaK
o0wsryHO Ha CPU.

— Ha GPU ucnonsstorcs cneuyaibHble PyHKIMM — A 4 P a
(kernel) u pyHkIUM, BEI3BIBaEMbIC BHYTPH HUX.

QA Aapo sBasieTcsl TOTOKOBOM (PYHKIIUEH — OO0JIBIIIOE KOJIUYECTBO
N o T 0 (hoe@&ds) napanieabHO UCIIOTHSIOT TEIO Spa.

QA Anapo Be3biBaeTcsa co croponbl CPU, mpu 3ToM yKa3bIBaeTCs
KOJIMYECTBO MTOTOKOB, KOTOPOE OYAET €ro UCITOJIHSITh.

QO Monaens BeruucieHuiit Ha GPU Bo MHOTOM HAllOMUHAET
I'IOTOKOByI-O MO A€ Jlb BbILII/IC]'IeHI/IVI

d 3amMeuaHue: B pycckosa3bpluHol auteparype GPU-nmotoku yacto
Ha3bIBAIOTCS HUTAMH. MBI OyJIeM OpUACP)KUBATHCS HA3BAHUS
«IIOTOK.



[MpocTtenwne npumepbl aaep

A CrnoxeHHue BEKTOPOB: B SJPE CKIAIbIBACTCS Mapa SJIEMEHTOB,
KOJIMYECTBO MOTOKOB PaBHO JJINHE BEKTOPOB.

O BpluuciaeHre MaTpUYHOTO MPOU3BEICHUS 110 ONPEACIICHUIO: B
SAAPE BBIYUCIISICTCS OJUH DJIEMEHT PE3YJIbTaTa, KOJIMYECTBO
ITIOTOKOB PABHO KOJIUYECTBY 3JIEMEHTOB PE3YJIbTUPYIOIIEU
MaTPUIIBI.

A Yucnennoe pemenue /1Y ¢ NOMOIIBIO SBHOM PA3HOCTHOM
CXEMBI: B SJIPE NMEPECUNTHIBAETCSA OJHO CETOUYHOE 3HAUCHHUE.

Q Obuwee c80UCMBO IMUX NPUMEPOE — COOMBEMCMBUE
KOIUYecmea NoOMmoKo8 Koauuecmay pabomaol — s6/151emcs
npocmenum cayuaem, 8 ooulem cayuae OHo Heods3amenbHO.



NMapannennsm no AaHHbLIM

a

a

Bce IIPUBCACHHBIC IIPUMCPLI ABJISAIOTCA CUTYAlIUAMHA C
He3a8UCUMOCMbIO NO OAHHBIM.

DTO caMblil MPOCTOM ClIydal AJIsl pacrnapauieauBaHus (HE
toabpko Ha CUDA): mo0oe mogMHO0KECTBO JJAHHBIX MOYKET
00pabaThIBaThHCS MapalICIbHO U HE3aBUCHUMO.

[Tapannenuns3 M —B@ BbAUGIHTHIbHME
AJICMCHTHBI BBIIIOJIHAKOT OANMHAKOBBIC I[GfICTBI/IH HaJd pa3HbIMHU
JadHHBIMMU.

IIpu mocaenoBarebHON peann3anuu Ha C++ BO3HHUKAET LIUKJI
C HE3aBUCUMBIMHU UTEPALIUSIMU.
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MpocTenLlee npeobpa3oBaHue LUKNA C
He3aBMCUMbIMWU UTepaunAMU B SAPO

Q [{uka ¢ He3aBUCUMBIMM UTepanusiMu Ha C++:
for (int 1=0;1<n;I++)
some_computations (1);

Q Temo nukna opeBpaliaeTcs B TEIO sSapa.
Q Koan4yecTBO MOTOKOB PaBHO KOJIMYECTBY UTEPALIAM LTUKJIA.

QO HeoOxogumo n1o0aBUTh KO, ONpEACISIOIINN JaHHbBIC, C
KOTOPBIMHU HY>KHO pad0TaTh MOTOKY.

A Temo sapa, sapo BBIIOJIHIECTCS N MTOTOKAMU:
nt 1 =; &/ kddSOdz dz@ 2 ddzH j €M
some_computations ( 1 );

Q CaMpblii IPOCTOM, HO HE BCeraa caMblil 3 (PEeKTUBHBIN cII0COO.
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Uepapxus noToOKOB

O JIas1 COOTBETCTBUSA JOTUYECKON MOJEIN BEIYHUCICHUM
APXUTEKTYPE UCHOJIB3YETCA UEPAPXUS TIOTOKOB.

Q IToroku rpymmupyoTcaiB 6 1 0 K U N (hread blacks).

Q Bce 0J10KM NOTOKOB (MCHOIHSIONIMX OJIHO SAPO) UMEIOT
OAMNHAKOBBbLIN pa3mMenp

Q baoxu oObeuHSAIOTCABP € Wefciey Ky @Ggnd). kK o B

QA SAapo BeIMOIHSETCS Ha pelieTke 0J10KoB. Pazmep Osoka u
KOJIMYECTBO OJIOKOB B PEIIETKE 3aJal0TCs P BBI30OBE SIpa.
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UpeHTUdMkKaTops.bl

A KaxaeIii MOTOK M OJIOK ITOTOKOB UMEIOTU 1€ H T M Pu K a1

Q C ux NOMONIbIO KaXKAbIA NOTOK M OJIOK MOTYT M JOJKHBI
ONpeJIe/INTh, C KAKUMH JJAHHBIMU OHU OyyT padOTarh.

A MaenTtudukaTopsl SBISIOTCS TPEXMEPHBIMUA. MHOroMepHas
MHJICKCAIIUA MOXKET YIIPOIIATh JEKOMITO3UIIUIO 3a/1a4H.

Q IIpuMep: sApO BBINOIHSACT YMHOKCHHE MAaTPUIL, KayKIbIM ITOTOK
BBIUMCJISICT OJUH AJIEMEHT PE3YJbTUPYIOIIECH MaTpUlibl. YI00HO
MCITIOJIb30BATh JBYMEPHBIE MHACKCHI, HAIIPUMED, X-KOMIIOHECHTY
1711 HOMEPOB CTPOK M Y-KOMIIOHEHTY JIJISl CTOJIOIOB.
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UpeHTUdMkKaTops.bl

Grid

Block (0, 0) | Block (1, 0) | Block (2, 0)

Block (0, 1}y Block (1, 1) "-Block (2, 1)

Block (1, 1)

[NVIDIA CUDA C Programming Guide v. 4.0]
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TunnyHaa cxema opraHm3auum BbIYUCIIEHUN

O KpynHO3EpHUCTHIN
MapajuieIn3M Ha YPOBHE
OJIOKOB.

O MeNKO3EepHUCTBIN
napajuiean3M Ha YPOBHE
IIOTOKOB BHYTpH 0JIOKA.

Q HMcxoanas 3agada
pa30uBaeTCs Ha
He3aBHUCUMBIE I0J13a1a4H,
KaKJasi U3 KOTOPBIX
pelraeTcs nmapajieIibHO
OJIHUM OJIOKOM.

UexooHas 3a0aya

[oozadaua | | Hodzadaua | | Hoozaoaua

[A.B. bopeckos, A.A. XapnaMoB « ApXHTEKTypa U IPOrpaMMHPOBAHNE MaCCHBHO-

mapaJJICIbHbIX BBIYHCIIUTCIIbHBIX CI/ICTCM»]
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A3bik CUDA C
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CUDA C

A CUDA C — pacmmpenne C/C++, BKIIrogaromee
— KBaJU(UKATOPHI PYHKITUH;
— KBaJIM(PUKATOPHI THUIIOB ITAMSTH;
— BCTPOCHHBIC IICPEMCHHEIC.

EI Coz[epmn aneMeHThl C++. [TostHadg HoAACpIKKa C++ mus
COBPEMEHHBIX YCTpOMCTB U nocieanet Bepcun CUDA.

O B gaHHOM Npe3eHTaluy JaJIEKO HE MOJHBINA 0030p, JIUIIIb
HEOOXOAUMBI MUHUMYM.

O TepmuHOIOTHA:
— X0 c (host) = CPU;
—yc T p 0 i (deview)e GPU;
— a4 p @ernel) — dyskums, napaaieabHO BBINOIHIEMAS
norokamu Ha GPU.
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KBanudukaropbl dpyHKUUN

S 9o 0dzdW d ¢|Olsstfets dzdzwvaglsmwWl " L " 9 O] Is
__host__ XOCT XOCT
__global YCTPOUCTBO XOCT
__device YCTPOMCTBO YCTPOMCTBO

Q  host  (mo ymomuaHwmio) — (pyHKIHS, BEI3bIBacMas C XOCTa 1
BBIIIOJIHSEMAsl HA HEM; BCe 0ObIYHbIC (PYyHKIUM Ha CH++
IOIAJAI0T B ATY KaTETOPHIO.

Q global — ¢yukus, BeI3pIBacMast ¢ XOCTa U BBIIIOJHICMAS
IIOTOKaMH Ha YCTPOMCTBE (SIAPO), BCceraa Bo3ppamiaet Void.

Q device — ¢yHKIus, BeI3pIBaeMast (OJHUM IIOTOKOM) H
BBINIOJIHSIEMAs HA YCTPOMCTRE.
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[Mpumep cuHTakcuca (6e3 rnybokoro cmbicna)

__host  float hostSquare( float a)/{
return a*a;

}

__device  float deviceSquare( float a){
return a*a;

}

__Qglobal ~ void kernel( float a){

float a2 = deviceSquare(a);
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BcTpoeHHblIe nepeMeHHble

Q B kozxe Ha ctopoHe GPU nocTynHbI Ciaeayroiue IepeMeHHbIE:
— gridDim — pa3mep pemeTku OJI0KOB;
— blockldx — mrgekc 610Ka MOTOKOB BHYTPH PEIICTKH;
— blockDIim — pa3mep 610xa TOTOKOB;
— threadldXx — mHACKC TOTOKA BHYTPHU 0J10KA IIOTOKOB.

O Bce oHM SBIAIOTCS 3-MEPHBIMHA BEKTOPpAMH, NOCTYII K
KOMIIOHEHTaM 4depes .X, .Y, .Z.

a (0, 0, 0) <blockldx < gridDim, (0, 0, 0) < threadldx < blockDim.

d I[aHHI)IG IICPCMCHHBLIC IIPCIHAZHAYCHDBI TOJIBKO IJIA YTCHHAL.
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BbluncneHue YHUKAJIbHOIO UHAEKCa NMNOTOKa

A threadldx sBisieTcs «JTOKaNbHBIMY HHACKCOM IIOTOKA BHYTPHU
os0oka. Het BCTpoeHHOM ITEpEeMEHHOM JJ1s «T100aIbHOT O
HMHJEKCA IOTOKa (T.€. Cpedu BCEX IIOTOKOB BCEX OJIOKOB).

O OH MOXET ObITh BEIYMCIICH YEPE3 3HAUYCHHUS JPYTHUX
BCTPOEHHBIX MEPEMEHHDIX.

Q /I npoCcTOThI OyAE€M CUUTATh, YTO UCIIOJb3YETCS TOJIBKO
X-KOMIIOHEHTA UHJIEKCOB.

Idx = blockldx.x * blockDim.x + threadldx.x:

\ l '\
|
CwmelLLieHve HyneBoro CMeLLeHne JaHHOoro
NoToKa JaHHOro brnoka NOTOKA OTHOCUTENbHO

OTHOCWTEMNbHO HYNEBOMO  Lynegoro NOToKa
NoTOKa HyneBoro 6noka naHHoOro 6roka

ckoMbIn
NHOEKC
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[Mpumep: AQpo AnNA CNOXeHUs BEeKTOpOB

[ * waydlsOj d3d, vyt WHKtS BEZHJIs o5 L
cOL, COCtS90O HAEZJZO 9o CIsstetsa, (
s sdz! X sd3f sdz) dzls O ( dzh, jeSuly ts o I
ZCOL Olsj dzd dz0 GHUB/EZW Is

__global ~ void vecAdd kernel(

const float *a, const float *D,

float  *result) {
Nt 1 = blockldx.x *  blockDim.x + threadldx.x :

result[i] = a[i] + bl[i];
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[Mpumep: AQpo AnNA CNoXeHUa matTpuu

Il [ Otedyr ~rtOdvIsmw {5 MistesC Ougxmg
__global  void matAdd kernel (const float *a, const
float *b, float *result, Nt m, int n)

[l 1 slsts¢ o ydrépdifi,j)ls

Int 1 = blockldx.x * blockDim.x + threadldx.x;

iInt | = blockldx.y * blockDim.y + threadldx.y
Nt dx =1 *n+|;

resultf idx ]J=a] idx ]J+Db[ idx ],
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Bbi3oB aaep

Q OyHKUMSA sSapa JOKHA ObITh BEI3BaHA C YKa3aHUEM
KoOHdDUrypaumm .McCNONHEHMNS

O Kondurypanus onpeaeisieTcs UCIOJIb30BAHUEM BBIPAXKECHUS
crienuaabHOro Buja <<< Dg, Db >>> mexny nmeHem
()YHKIIMY U CITUCKOM €€ apTyMEHTOB.

A Dg - onpexnensiet pa3Mep CETKH, 00IIee KOJIMISCTBO OJIOKOB
paBHO Dg.X * Dg.y * Dg.z.

Q Db — onpenenser pa3mep 0J10Ka MOTOKOB (Bce OJIOKH UMEIOT
OJMHAKOBBIN pa3zMep), 00I1ee KOJUISCTBO ITOTOKOB PABHO

Db.x * Db.y * Db.z.

A Kpome Dg u Db ecth eme nBa mapamerpa, ux 3HAUCHUSI MOTYT
OBITh MCIIOJIb30BAHbI 10 YMOJYaHUIO, B TAHHOM JIEKIIMK OHHU
HE pacCMaTPUBAKOTCH.
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Bbi3oB aaep

Q Pasmep pemieTku OJIOKOB B pa3Mep 0J10Ka TTOTOKOB SIBIISTFOTCS
nepeMmeHHbIMU THHA dIM3 (BcTpoeuusii Tum B CUDA).

O KOHCTPpYKTOp MO YMOJYAHUIO 3aM0JHACT HEYKA3aHHbIC
pa3MepHoCcTH 3HaueHueM 1. Takum oOpa3oM, €cliv B sJIpe
MCITOJIB3YETCS TOJIBKO X-KOMITOHEHTA (JIOTHYECKH OJTHOMEPHAs
ACKOMIIO3HUIIMA), B <<< ... >>> MOKHO YKa3bIBaTh IIPOCTO
IICPEMEHHBIC MM KOHCTAHTHI THIA INt.

Q I[Ipumep:
some _kernel <<< 201,500 >>> (some_args );

3amyck sapa some_kernel ¢ aprymenramu some_args Ha
pemetke u3 201 61oka mo 500 DOTOKOB B KaKJA0M, BCETO

201 * 500 = 100500 moTOKOB.
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[Mpumep: BbIZOB sigpa ANA CNOXeHUs
BEKTOPOB

A Hcrnonb3yem sapo U3 puMmepa.

Q byjaem cuurtaTh, 4TO pazMep 0J0Ka PUKCUPOBAH U paBeH 256.

O Heo0OxoanMO BBIYUCIIUCIUTE KOJIUYECTBO OJIOKOB.

void vecAdd( const float *a, const float *
b, float *result, Int n)

const int block _size = 256;

Int num_blocks = ?;
vecAdd_kernel <<< num_blocks, block _Size
>>> (a, b, result);
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[Mpumep: BbIZOB sigpa ANA CNOXeHUs
BEKTOPOB

void vecAdd( const float *a, const float *b,
float  * result, Int n)

const int block size = 256;

INt  num_Dblocks =
(n + block _size - 1)/Dblock _Size;

vecAdd_kernel <<< num_blocks, block _Size
>>> (a, b, result);

}

Q Bce BepHO?

27



[lpaBuUNbLHOE AAPO ANA CINOXEHUSA BEKTOPOB

__global  void vecAdd kernel(
const float *a, const float *D,
float *result , Int n)
{
Int 1 = blockldx.x * blockDim.x + threadldx.x;
if  (i<n)

result[i] = a[i] + bl[i];
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CnocoObl 60pbLOLI C HEBLIPOBHEHHOCTLIO

Q bpatb umnciio 0JIOKOB € 3a1acOM 1 MIPOBEPSTH, HE BBIXOAUM JIU
MBI 3a JaHHBIE.

O BripaBHUBATH JaHHBIC BPYYHYIO, TOrJIa MOXKHO HE MPOBEPSThH.
Q Caenarb KOJIWYECTBO Pa0OTHI HA MOTOK HE()UKCHPOBAHHBIM.

O OnTuMalibHBIM BAPUAHT 3aBUCUT OT CUTYaIHM.
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“CUDA Hello, World!”...

#include <cstdlib >
#include <jostream >
#include  <cuda runtime.n >

__global  void vecAdd kernel(
const float *a, const float *D,
float  * result, Int n)
{
Int 1 = blockldx.x * blockDim.x + threadldx.x;
if  (i<n)

result[i] = a[i] + bli];
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“CUDA Hello, World!” ...

int  main() {
Int n =1000;
float *a=
cudaMalloc((

new float [n],*a_gpu;
void **)&a gpu, n*

sizeof (float ));

float *b=
cudaMalloc((

new float [n],* b _gpu;
void **)&b gpu, n *

sizeof (float ));

float  *result = new float [n], * result_gpu;

cudaMalloc((

void **)&result _gpu, n *

sizeof (float ));
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“CUDA Hello, World!” ...

for (int i=0;i<n;i++)
afi] = b[i] =1;
cudaMemcpy(a _gpu, a, n*
cudaMemcpyHostToDevice);

cudaMemcpy(b_gpu, b, n*
cudaMemcpyHostToDevice);

sizeof ( float

sizeof ( float

),

),
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“CUDA Hello, World!”

const int block _size = 256;
Int  num_blocks =

(n + block _size - 1)/block _Size;
vecAdd_ kernel <<< num_blocks, block _Size
>>> (a_gpu, b_gpu, result gpu , n);

cudaMemcpy(result, result_gpu, n *
sizeof (float ), cudaMemcpyDeviceToHost);

delete [] a; delete [] b; delete [] result;

cudaFree(a_gpu); cudaFree(b_gpu);
cudaFree(result_gpu);

return O:

} 33



Komnunauma un coopka

O Kommuigarop NvCc.
a Build rules g Microsoft Visual Studio 2008.

O Hauunag ¢ Visual Studio 2010, ects crieniiaibHbIA THIT
npoektToB A1 CUDA
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| Komnunauma un coopka

UcxoaHbin Kop

Koa Ha CUDA C J C/C++ kopg ana CPU I

v

Komnunartop gna CPU I

| v

O6tbekTHble hannbl CUDA I—-—) O6GbekTHbIe dhannbl CPU I
Coopka ‘l’

Oo6wun
MCMOJTHAEMbIN
¢dann CPU-GPU
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MaTtepuansbi

A NVIDIA CUDA C Programming Guide

Q Marepuansl kypca mno CUDA u OpenACC:
http://www.nvidia.ru/object/cuda-openacc-online-course-
ru.html

O bopeckoB A.B. u ap. «Ilapamnensabie Berunciaenus Ha GPU.
Apxutektypa u nporpammHas mojienbs CUDA: YueOnoe
ocooue»

A Cangepc x., Kongport O. «Texnonorus CUDA B mpumepax:
BBEJICHUE B IPOrPaMMHUPOBaHUE IPaPUUCCKUX IIPOLECCOPOB

Q Farber R. CUDA Application Design and Development
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